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Overview

Problem 
Description 

Applying 
Reinforcement 

Learning to 
Achieve Walking 

Gaits

Achieving 
Natural-Looking 

Walking Gaits 
through Imitation 

Learning
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Problem Description 
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Goal
Compensate for cheap hardware with intelligence to 

achieve robust locomotion 



Problem Description 
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Goal
Compensate for cheap hardware with intelligence to 

achieve robust locomotion 

Intermediate Goal
Train a sensor, actuator, and power impoverished 

robot to walk



Problem Description 
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Choosing a Robot Platform

Petoi’s Bittle

~$300

2 DoF



Problem Description 
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8 DoF 18 DoF

https://docs.google.com/file/d/1_uUUd73tl8jOdxmoCctS0Tmtohw8LUcn/preview
https://docs.google.com/file/d/1Y-Ra0daOEtRAthfIlv4L1sY8Fe1y2n7f/preview


Manual Control
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https://docs.google.com/file/d/19VcWN3wqu6Sm0nOh12gJj3iWuMyXxl_o/preview


RL Overview
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● Pybullet
● OpenAI Gym
● Stable Baselines
● URDF File

Tools:

Agent

Environment 

State 
(St)

Reward
(Rt)

Action 
(At)



Initial Policies
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Action Space = 8 Joint Angles 
Observation Space = Position, Orientation, Linear Velocity, Angular Velocity 

https://docs.google.com/file/d/1QyIn9fBGZi56QhCgnbPOiEJxiw5O-M3P/preview
https://docs.google.com/file/d/1Vu1LPscGpwrRz6anIOjEhj2DJaQ91UZa/preview


Tuning 
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Reward Function = W1(X Position) + W2 (X Velocity) - W3(|Z Position - Bittle Height|)
 - W4(|Z Velocity|) - W5(|Roll|) - W6(|Pitch|)  

https://docs.google.com/file/d/1-BCzESAHZ7tnLrtcjYhlzaU56Oz1AMzq/preview


Tuning 
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Reward Function = W1(X Position) + W2 (X Velocity) - W3(|Z Position - Bittle Height|)
 - W4(|Z Velocity|) - W5(|Roll|) - W6(|Pitch|)  

Action Space = [-.1, .1] for all 8 Joint Angles

https://docs.google.com/file/d/16pcRCGBixoKBKZcddbsgeTN04TxHzrL8/preview


Tuning: Final Policy  
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https://docs.google.com/file/d/1JLprycRRneH3fUxCeVQTW0cg7LNiCIsp/preview


Imitation Learning 

13

(Peng et al., 2020)



Imitation Learning: Motion Capture
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https://docs.google.com/file/d/1IyBWt6qRyd9lljUrXi5MJL55Qnmvp-TE/preview


Imitation Learning: Motion Retargeting
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https://docs.google.com/file/d/1MKo-nZ5GcRASpBuBY3iJnQpb-sHp-gcC/preview
https://docs.google.com/file/d/1IyBWt6qRyd9lljUrXi5MJL55Qnmvp-TE/preview


Imitation Learning: Using Reference 
Motion to Train Policy
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https://docs.google.com/file/d/1MKo-nZ5GcRASpBuBY3iJnQpb-sHp-gcC/preview
https://docs.google.com/file/d/1IyBWt6qRyd9lljUrXi5MJL55Qnmvp-TE/preview
https://docs.google.com/file/d/1ucwomFtWeK51XiElBB44eDew3QToYrbk/preview
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Imitation Learning: Final Imitation 
Learning Policy 
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https://docs.google.com/file/d/1f7rH4EFfUgFP3G6NmojbhjQpftq_eWhQ/preview


Future Work
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Domain 
Adaptation 
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